Exercises

Chapter 2

2.1

2.2

2.3

2.4

Marginal and conditional probability: The social mobility data from Sec-

tion 2.5 gives a joint probability distribution on (Y7,Y2)= (father’s oc-

cupation, son’s occupation). Using this joint distribution, calculate the

following distributions:

a) the marginal probability distribution of a father’s occupation;

b) the marginal probability distribution of a son’s occupation;

c¢) the conditional distribution of a son’s occupation, given that the father
is a farmer;

d) the conditional distribution of a father’s occupation, given that the
son is a farmer.

Expectations and variances: Let Y7 and Y5 be two independent random

variables, such that E[Y]] = i and Var[Y;] = o?. Using the definition of

expectation and variance, compute the following quantities, where a; and

ag are given constants:

a) Ela1Y1 + a2Y2] , Var[a1Y1 + a2Y3];

b) E[a1Y7 — a2Ys] , Var[a1 Y7 — a2Y3].

Full conditionals: Let X,Y, Z be random variables with joint density (dis-

crete or continuous) p(x,y, z) x f(x, 2)g(y, z)h(z). Show that

a) p(zly,z) x f(z,2), i.e. p(x]y, 2) is a function of x and z;

b) p(ylz, z) x g(y, 2), i.e. p(y|z, ) is a function of y and z;

¢) X and Y are conditionally independent given Z.

Symbolic manipulation: Prove the following form of Bayes’ rule:

Pr(FE|H;) Pr(H,
Pr(H;|E) = —¢ r(E|Hj ) Pr(Hj)
2 k=1 Pr(E|Hk) Pr(Hy)
where F is any event and {Hy, ..., Hx } form a partition. Prove this using

only axioms P1-P3 from this chapter, by following steps a)-d) below:
a) Show that Pr(Hj|E)Pr(E) = Pr(E|H; ) Pr(H;).
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b) Show that Pr(E) = Pr(E N Hy) + Pr(E N {U_, Hy}).

¢) Show that Pr(E) = S.K_, Pr(E N Hy).

d) Put it all together to show Bayes’ rule, as described above.

Urns: Suppose urn H is filled with 40% green balls and 60% red balls, and

urn T is filled with 60% green balls and 40% red balls. Someone will flip

a coin and then select a ball from urn H or urn 7' depending on whether

the coin lands heads or tails, respectively. Let X be 1 or 0 if the coin lands

heads or tails, and let Y be 1 or 0 if the ball is green or red.

a) Write out the joint distribution of X and Y in a table.

b) Find E[Y]. What is the probability that the ball is green?

c¢) Find Var[Y|X = 0], Var[Y|X = 1] and Var[Y]. Thinking of variance as
measuring uncertainty, explain intuitively why one of these variances
is larger than the others.

d) Suppose you see that the ball is green. What is the probability that
the coin turned up tails?

Conditional independence: Suppose events A and B are conditionally in-

dependent given C, which is written AL B|C'. Show that this implies that

A°1B|C, ALB®|C, and A°LBC|C, where A® means “not A.” Find an

example where AL B|C holds but ALB|C® does not hold.

Coherence of bets: de Finetti thought of subjective probability as follows:

Your probability p(E) for event E is the amount you would be willing to

pay or charge in exchange for a dollar on the occurrence of E. In other

words, you must be willing to

e give p(E) to someone, provided they give you $1 if E occurs;

e take p(F) from someone, and give them $1 if F occurs.

Your probability for the event E¢ =“not E” is defined similarly.

a) Show that it is a good idea to have p(E) < 1.

b) Show that it is a good idea to have p(E) + p(E°€) = 1.

Interpretations of probability: One abstract way to define probability is

via measure theory, in that Pr(-) is simply a “measure” that assigns mass

to various events. For example, we can “measure” the number of times a

particular event occurs in a potentially infinite sequence, or we can “mea-

sure” our information about the outcome of an unknown event. The above

two types of measures are combined in de Finetti’s theorem, which tells

us that an exchangeable model for an infinite binary sequence Y7, Y5, ...

is equivalent to modeling the sequence as conditionally i.i.d. given a pa-

rameter 0, where Pr(f < c¢) represents our information that the long-run

frequency of 1’s is less than ¢. With this in mind, discuss the different

ways in which probability could be interpreted in each of the following

scenarios. Avoid using the word “probable” or “likely” when describing

probability. Also discuss the different ways in which the events can be

thought of as random.

a) The distribution of religions in Sri Lanka is 70% Buddhist, 15% Hindu,
8% Christian, and 7% Muslim. Suppose each person can be identified
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by a number from 1 to K on a census roll. A number z is to be
sampled from {1,..., K} using a pseudo-random number generator
on a computer. Interpret the meaning of the following probabilities:
i. Pr(person z is Hindu);
ii. Pr(xz = 6452859);
ili. Pr(Person z is Hindu|z=6452859).
A quarter which you got as change is to be flipped many times. Inter-
pret the meaning of the following probabilities:
i. Pr(6, the long-run relative frequency of heads, equals 1/3);
ii. Pr(the first coin flip will result in a heads);
ili. Pr(the first coin flip will result in a heads | 8 = 1/3).
The quarter above has been flipped, but you have not seen the out-
come. Interpret Pr(the flip has resulted in a heads).

Chapter 3

3.1 Sample survey: Suppose we are going to sample 100 individuals from
a county (of size much larger than 100) and ask each sampled person
whether they support policy Z or not. Let ¥j = 1 if person 7 in the sample
supports the policy, and Y; = 0 otherwise.

a)

e)

Assume Y7, ..., Y99 are, conditional on @, i.i.d. binary random vari-
ables with expectation 0. Write down the joint distribution of Pr(Y; =
Y1, .-+, Y100 = Y100|0) in a compact form. Also write down the form of
PL(3 Y = l6).

For the moment, suppose you believed that 6 € {0.0,0.1,...,0.9,1.0}.
Given that the results of the survey were le 201 Y, = 57, compute
Pr(> Y, = 57|0) for each of these 11 values of @ and plot these prob-
abilities as a function of 6.

Now suppose you originally had no prior information to believe one of
these #-values over another, and so Pr(d = 0.0) =Pr(¢ =0.1) = --- =
Pr(f = 0.9) = Pr(f = 1.0). Use Bayes’ rule to compute p(6| >, Vi =
57) for each #-value. Make a plot of this posterior distribution as a
function of 6.

Now suppose you allow 6 to be any value in the interval [0, 1]. Using
the uniform prior density for 6, so that p(f) = 1, plot the posterior
density p(6) x Pr(3>_"_, i = 57|) as a function of 6.

As discussed in this chapter, the posterior distribution of 6 is beta(1+
57,14 100 — 57). Plot the posterior density as a function of 8. Discuss
the relationships among all of the plots you have made for this exercise.

3.2 Sensitivity analysis: It is sometimes useful to express the parameters a
and b in a beta distribution in terms of 6y = a/(a + b) and ng = a + b,
so that a = Oyng and b = (1 — 0y)ny. Reconsidering the sample survey
data in Exercise 3.1, for each combination of 6y € {0.1,0.2,...,0.9} and
ng € {1,2,8,16,32} find the corresponding a, b values and compute Pr(f >
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0.5|>°Y; = 57) using a beta(a,b) prior distribution for §. Display the
results with a contour plot, and discuss how the plot could be used to
explain to someone whether or not they should believe that § > 0.5,
based on the data that leiol Y =57

Tumor counts: A cancer laboratory is estimating the rate of tumorigenesis
in two strains of mice, A and B. They have tumor count data for 10 mice
in strain A and 13 mice in strain B. Type A mice have been well studied,
and information from other laboratories suggests that type A mice have
tumor counts that are approximately Poisson-distributed with a mean of
12. Tumor count rates for type B mice are unknown, but type B mice are
related to type A mice. The observed tumor counts for the two populations
are

ya = (12,9,12,14,13,13,15,8,15,6);

yg = (11,11,10,9,9,8,7,10,6,8,8,9,7).

a) Find the posterior distributions, means, variances and 95% quantile-
based confidence intervals for f4 and g , assuming a Poisson sampling
distribution for each group and the following prior distribution:

Oa ~ gamma(120,10), O ~ gamma(12,1), p(0a,0s ) = p(fa) xp(0s ).

b) Compute and plot the posterior expectation of g under the prior dis-
tribution g ~ gamma(12Xng, ng) for each value of ng € {1,2,...,50}.
Describe what sort of prior beliefs about g would be necessary in or-
der for the posterior expectation of fg to be close to that of 4.

¢) Should knowledge about population A tell us anything about popu-
lation B? Discuss whether or not it makes sense to have p(fa,0s) =
p(0a) x p(0s).

Mixtures of beta priors: Estimate the probability 6 of teen recidivism

based on a study in which there were n = 43 individuals released from

incarceration and y = 15 re-offenders within 36 months.

a) Using a beta(2,8) prior for 6, plot p(f), p(y|f) and p(fly) as functions
of #. Find the posterior mean, mode, and standard deviation of 6.
Find a 95% quantile-based confidence interval.

b) Repeat a), but using a beta(8,2) prior for 6.

c¢) Consider the following prior distribution for :

I(10)

1 7 g7
which is a 75-25% mixture of a beta(2,8) and a beta(8,2) prior distri-
bution. Plot this prior distribution and compare it to the priors in a)
and b). Describe what sort of prior opinion this may represent.
d) For the prior in c):
i. Write out mathematically p(8) x p(y|f) and simplify as much as
possible.
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ii. The posterior distribution is a mixture of two distributions you
know. Identify these distributions.

iii. On a computer, calculate and plot p(f) x p(y|0) for a variety of 6
values. Also find (approximately) the posterior mode, and discuss
its relation to the modes in a) and b).

e) Find a general formula for the weights of the mixture distribution in
d)ii, and provide an interpretation for their values.

3.5 Mixtures of conjugate priors: Let p(y|¢) = c(¢)h(y)exp{¢pt(y)} be an
exponential family model and let p1(¢),...pk (¢) be K different members
of the conjugate class of prior densities given in Section 3.3. A mixture of
conjugate priors is given by p(6) = ZE:I wkpk (0), where the wy’s are all
greater than zero and ) wy = 1 (see also Diaconis and Ylvisaker (1985)).

a) Identify the general form of the posterior distribution of 8, based on
n 1.i.d. samples from p(y|#) and the prior distribution given by p.

b) Repeat a) but in the special case that p(y|#) = dpois(y,f) and
p1,...,pk are gamma densities.

3.6 Exponential family expectations: Let p(y|¢) = c(¢)h(y) exp{ét(y)} be an
exponential family model.

a) Take derivatives with respect to ¢ of both sides of the equation
[ p(yl$) dy =1 to show that E[t(Y)[¢] = —c'(¢)/c(¢).

b) Let p(¢) o< c(¢)"oeoto! be the prior distribution for ¢. Calculate
dp(¢)/d¢ and, using the fundamental theorem of calculus, discuss
what must be true so that E[—c(¢)/c(¢)] = to.

3.7 Posterior prediction: Consider a pilot study in which n; = 15 children
enrolled in special education classes were randomly selected and tested
for a certain type of learning disability. In the pilot study, y; = 2 children
tested positive for the disability.

a) Using a uniform prior distribution, find the posterior distribution of
0, the fraction of students in special education classes who have the
disability. Find the posterior mean, mode and standard deviation of
0, and plot the posterior density.

Researchers would like to recruit students with the disability to partici-

pate in a long-term study, but first they need to make sure they can recruit

enough students. Let ny = 278 be the number of children in special edu-
cation classes in this particular school district, and let Y5 be the number
of students with the disability.

b) Find Pr(Y2 = y|Y1 = 2), the posterior predictive distribution of Y3,
as follows:

i. Discuss what assumptions are needed about the joint distribution
of (Y1,Y2) such that the following is true:

1
Pr(Ys = yo|¥1 = 2) = / Pr(Y2 = yo|0)p(0]Y1 = 2) db.
0

ii. Now plug in the forms for Pr(Ys = y5]6) and p(0]Y; = 2) in the
above integral.
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iii. Figure out what the above integral must be by using the calculus
result discussed in Section 3.1.

c¢) Plot the function Pr(Ys = y»|Y1 = 2) as a function of yo. Obtain the
mean and standard deviation of Y5, given Y; = 2.

d) The posterior mode and the MLE (maximum likelihood estimate; see
Exercise 3.14) of 0, based on data from the pilot study, are both
0 = 2/15. Plot the distribution Pr(Ys = 2|0 = ), and find the mean
and standard deviation of Y5 given 6 = 0. Compare these results to
the plots and calculations in ¢) and discuss any differences. Which
distribution for Y5 would you use to make predictions, and why?

3.8 Coins: Diaconis and Ylvisaker (1985) suggest that coins spun on a flat
surface display long-run frequencies of heads that vary from coin to coin.
About 20% of the coins behave symmetrically, whereas the remaining
coins tend to give frequencies of 1/3 or 2/3.

a) Based on the observations of Diaconis and Ylvisaker, use an appro-
priate mixture of beta distributions as a prior distribution for 6, the
long-run frequency of heads for a particular coin. Plot your prior.

b) Choose a single coin and spin it at least 50 times. Record the number
of heads obtained. Report the year and denomination of the coin.

¢) Compute your posterior for 6, based on the information obtained in
b).

d) Repeat b) and c) for a different coin, but possibly using a prior for
0 that includes some information from the first coin. Your choice of
a new prior may be informal, but needs to be justified. How the re-
sults from the first experiment influence your prior for the 6 of the
second coin may depend on whether or not the two coins have the
same denomination, have a similar year, etc. Report the year and
denomination of this coin.

3.9 Galenshore distribution: An unknown quantity Y has a Galenshore(a, §)
distribution if its density is given by

2 w22
_ g2a,2a—1,—"%y
p(y) Tl v e
fory > 0,60 > 0 and @ > 0. Assume for now that a is known. For this
density,
I'la+1/2) _a

0r(a) ~’ o2

a) Identify a class of conjugate prior densities for 6. Plot a few members
of this class of densities.

b) Let Yi,..., Yy ~ii.d. Galenshore(a, §). Find the posterior distribution
of 6 given Y7,...,Y;, using a prior from your conjugate class.

c) Write down p(0a|Y1,...,Yn)/p(0blY1,...,Ys) and simplify. Identify a
sufficient statistic.

d) Determine E[f]y1,...,un].

E[Y] = E[Y?]
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e) Determine the form of the posterior predictive density p(g|y1 - .-, ¥n)-
Change of variables: Let ¢ = ¢(6), where g is a monotone function of 6,
and let h be the inverse of g so that 8 = h(v). If p- () is the probability
density of 6, then the probability density of 1 induced by p- is given by
pe () = pr (h(¥)) x | g .

a) Let 0 ~ beta(a,b) and let ¢ = log[d/(1 — 0)]. Obtain the form of ps

and plot it for the case that a = b= 1.

b) Let § ~ gamma(a,b) and let ) = log6. Obtain the form of ps and
plot it for the case that a = b = 1.

Jeffreys’ prior: Jeffreys (1961) suggested a default rule for generating a

prior distribution of a parameter 6 in a sampling model p(y|6). Jeffreys’

prior is given by pj () oc \/I(6) , where I(0) = —E[0?log p(Y'|0)/06%|6)
is the Fisher information.

a) Let Y ~ binomial(n,#). Obtain Jeffreys’ prior distribution p; (6) for
this model.

b) Reparameterize the binomial sampling model with ¢ =log /(1 — 0),
so that p(y|y) = (;)e#y(l +¢*)7". Obtain Jeffreys’ prior distribution
p3 () for this model.

c) Take the prior distribution from a) and apply the change of variables
formula from Exercise 3.10 to obtain the induced prior density on .
This density should be the same as the one derived in part b) of this
exercise. This consistency under reparameterization is the defining
characteristic of Jeffrey’s’ prior.

Improper Jeffreys’ prior: Let Y ~ Poisson(6).

a) Apply Jeffreys’ procedure to this model, and compare the result to the
family of gamma densities. Does Jeffreys’ procedure produce an actual
probability density for 8?7 In other words, can /I(6) be proportional
to an actual probability density for 6 € (0,00)7

b) Obtain the form of the function f(6,y) = /I(0) x p(y|f). What
probability density for 6 is f(6,y) proportional to? Can we think of
f(0,y)/ [ f(6,y)df as a posterior density of § given Y = y?

Unit information prior: Let Y7,...,Yy ~ iid. p(y|¢). Having observed

the values Y1 = y1,...,Yn = yn, the log likelihood is given by l(0|y) =

S log p(yi]), and the value § of  that maximizes I(f|y) is called the

mazximum likelihood estimator. The negative of the curvature of the log-

likelihood, J(#) = —821(0|y)/862, describes the precision of the MLE 6

and is called the observed Fisher information. For situations in which it

is difficult to quantify prior information in terms of a probability distri-
bution, some have suggested that the “prior” distribution be based on
the likelihood, for example, by centering the prior distribution around the

MLE 6. To deal with the fact that the MLE is not really prior information,

the curvature of the prior is chosen so that it has only “one nth” as much

information as the likelihood, so that —9? log p(6)/96% = J(6)/n. Such a

prior is called a unit information prior (Kass and Wasserman, 1995; Kass
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and Raftery, 1995), as it has as much information as the average amount

of information from a single observation. The unit information prior is

not really a prior distribution, as it is computed from the observed data.

However, it can be roughly viewed as the prior information of someone

with weak but accurate prior information.

a) Let Yi,...,Yy ~ iid. binary(f). Obtain the MLE 6 and J(0)/n.

b) Find a probability density py(#) such that logpy (0) = 1(0y)/n +
¢, where ¢ is a constant that does not depend on #. Compute the
information —82 log py (0)/06? of this density.

¢) Obtain a probability density for 6 that is proportional to py(8) x
p(Y1,..-,yn|0). Can this be considered a posterior distribution for 67

d) Repeat a), b) and ¢) but with p(y|6) being the Poisson distribution.

Chapter 4

4.1

4.2

4.3

Posterior comparisons: Reconsider the sample survey in Exercise 3.1. Sup-
pose you are interested in comparing the rate of support in that county to
the rate in another county. Suppose that a survey of sample size 50 was
done in the second county, and the total number of people in the sample
who supported the policy was 30. Identify the posterior distribution of 6
assuming a uniform prior. Sample 5,000 values of each of 8; and 65 from
their posterior distributions and estimate Pr(6; < 62|the data and prior).

Tumor count comparisons: Reconsider the tumor count data in Exercise

3.3:

a) For the prior distribution given in part a) of that exercise, obtain
Pr(6s < 0alya,yg) via Monte Carlo sampling.

b) For a range of values of ng, obtain Pr(fg < 0al|ys,yg) for Oa ~
gamma(120, 10) and fg ~ gamma(12 x ng, ng). Describe how sensitive
the conclusions about the event {fg < 0 } are to the prior distribution
on Og .

c) Repeat parts a) and b), replacing the event {fg < 0a } with the event
{}73 < f’A }, where ffA and }73 are samples from the posterior predic-
tive distribution.

Posterior predictive checks: Let’s investigate the adequacy of the Pois-

son model for the tumor count data. Following the example in Section

4.4, generate posterior predictive datasets y(Al), ceey y/(:ooo)_ Each y(AS) is a

sample of size na = 10 from the Poisson distribution with parameter 9&5),

0&5) is itself a sample from the posterior distribution p(fa |y, ), and y, is

the observed data.

a) For each s, let t®) be the sample average of the 10 values of y&s),
divided by the sample standard deviation of y}&s). Make a histogram
of t©® and compare to the observed value of this statistic. Based on

this statistic, assess the fit of the Poisson model for these data.
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b) Repeat the above goodness of fit evaluation for the data in population
B.
4.4 Mixtures of conjugate priors: For the posterior density from Exercise 3.4:

a) Make a plot of p(|y) or p(y|0)p(#) using the mixture prior distribution
and a dense sequence of #-values. Can you think of a way to obtain
a 95% quantile-based posterior confidence interval for 67 You might
want to try some sort of discrete approximation.

b) To sample a random variable z from the mixture distribution wp1 (z)+
(1 —w)po(z), first toss a w-coin and let x be the outcome (this can be
done in R with x<—rbinom(1,1,w) ). Then if = 1 sample z from py,
and if z = 0 sample z from py. Using this technique, obtain a Monte
Carlo approximation of the posterior distribution p(f|y) and a 95%
quantile-based confidence interval, and compare them to the results
in part a).

4.5 Cancer deaths: Suppose for a set of counties i € {1,...,n} we have infor-
mation on the population size Xj = number of people in 10,000s, and Y; =
number of cancer fatalities. One model for the distribution of cancer fa-
talities is that, given the cancer rate 6, they are independently distributed
with ¥; ~ Poisson(6X;).

a) Identify the posterior distribution of  given data (Y1, X1),..., (Yn, Xn)
and a gamma(a, b) prior distribution.

The file cancer_react.dat contains 1990 population sizes (in 10,000s)
and number of cancer fatalities for 10 counties in a Midwestern state
that are near nuclear reactors. The file cancer_noreact.dat contains the
same data on counties in the same state that are not near nuclear reactors.
Consider these data as samples from two populations of counties: one is
the population of counties with no neighboring reactors and a fatality rate
of 61 deaths per 10,000, and the other is a population of counties having
nearby reactors and a fatality rate of 6. In this exercise we will model
beliefs about the rates as independent and such that 6, ~ gamma(a, by)
and 0y ~ gamma(ag, ba).

b) Using the numerical values of the data, identify the posterior distri-
butions for 8; and 6y for any values of (a1,b1, as,b2).

¢) Suppose cancer rates from previous years have been roughly 6 =22
per 10,000 (and note that most counties are not near reactors).
For each of the following three prior opinions, compute E[f;|data],
E[f;|data], 95% quantile-based posterior intervals for 6, and 62, and
Pr(6 > 6;|data). Also plot the posterior densities (try to put p(6;|data)
and p(fz|data) on the same plot). Comment on the differences across
posterior opinions.

i. Opinion 1: (a1 = ag = 2.2 x 100, b, = by = 100). Cancer rates for
both types of counties are similar to the average rates across all
counties from previous years.
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ii. Opinion 2: (a1 = 2.2 x 100,b; = 100,as = 2.2,b; = 1). Cancer
rates in this year for nonreactor counties are similar to rates in
previous years in nonreactor counties. We don’t have much in-
formation on reactor counties, but perhaps the rates are close to
those observed previously in nonreactor counties.

ili. Opinion 3: (a; = az = 2.2,b; = by = 1). Cancer rates in this year
could be different from rates in previous years, for both reactor
and nonreactor counties.

d) In the above analysis we assumed that population size gives no infor-
mation about fatality rate. Is this reasonable? How would the analysis
have to change if this is not reasonable?

e) We encoded our beliefs about ¢; and 65 such that they gave no in-
formation about each other (they were a priori independent). Think
about why and how you might encode beliefs such that they were a
priori dependent.

Non-informative prior distributions: Suppose for a binary sampling prob-

lem we plan on using a uniform, or beta(1,1), prior for the population

proportion 6. Perhaps our reasoning is that this represents “no prior in-
formation about #.” However, some people like to look at proportions on
the log-odds scale, that is, they are interested in v = log 1? Via Monte

Carlo sampling or otherwise, find the prior distribution for ~ that is in-

duced by the uniform prior for 6. Is the prior informative about 7

Mixture models: After a posterior analysis on data from a population of

squash plants, it was determined that the total vegetable weight of a given

plant could be modeled with the following distribution:

p(y|0,0?) = .31dnorm(y, 6, o) + .46dnorm(26;, 20) + .23dnorm(y, 36;, 30)

where the posterior distributions of the parameters have been calculated
as 1/0? ~ gamma(10,2.5), and 6|o? ~ normal(4.1, 5%/20).
a) Sample at least 5,000 y values from the posterior predictive distribu-
tion.
b) Form a 75% quantile-based confidence interval for a new value of Y.
c¢) Form a 75% HPD region for a new Y as follows:
i. Compute estimates of the posterior density of Y using the density
command in R, and then normalize the density values so they sum
to 1.

ii. Sort these discrete probabilities in decreasing order.

iii. Find the first probability value such that the cumulative sum of
the sorted values exceeds 0.75. Your HPD region includes all values
of y which have a discretized probability greater than this cutoff.
Describe your HPD region, and compare it to your quantile-based
region.

d) Can you think of a physical justification for the mixture sampling
distribution of Y7
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4.8 More posterior predictive checks: Let 65 and 6g be the average num-
ber of children of men in their 30s with and without bachelor’s degrees,
respectively.

2)

Using a Poisson sampling model, a gamma(2,1) prior for each 6 and the
data in the files menchild30bach.dat and menchild30Onobach.dat,
obtain 5,000 samples of Ya and Yg from the posterior predictive dis-
tribution of the two samples. Plot the Monte Carlo approximations to
these two posterior predictive distributions.

Find 95% quantile-based posterior confidence intervals for fg —6a and
Ys —Ya . Describe in words the differences between the two populations
using these quantities and the plots in a), along with any other results
that may be of interest to you.

Obtain the empirical distribution of the data in group B. Compare
this to the Poisson distribution with mean 6 = 1.4. Do you think the
Poisson model is a good fit? Why or why not?

For each of the 5,000 0g -values you sampled, sample ng = 218 Poisson
random variables and count the number of Os and the number of 1s
in each of the 5,000 simulated datasets. You should now have two
sequences of length 5,000 each, one sequence counting the number of
people having zero children for each of the 5,000 posterior predictive
datasets, the other counting the number of people with one child.
Plot the two sequences against one another (one on the z-axis, one
on the y-axis). Add to the plot a point marking how many people in
the observed dataset had zero children and one child. Using this plot,
describe the adequacy of the Poisson model.

Chapter 5

5.1 Studying: The files schooll.dat, school2.dat and school3.dat contain
data on the amount of time students from three high schools spent on
studying or homework during an exam period. Analyze data from each of
these schools separately, using the normal model with a conjugate prior
distribution, in which {yg = 5,08 = 4,k0 = 1,19 = 2} and compute or
approximate the following:

posterior means and 95% confidence intervals for the mean 6 and
standard deviation o from each school;

the posterior probability that 6 < 6; < 6 for all six permutations
{i,, K} of {1,2,3};

the posterior probability that Y < }7] < Y for all six permutations
{i,7,k} of {1,2,3}, where ¥; is a sample from the posterior predictive
distribution of school 1.

Compute the posterior probability that ¢ is bigger than both 62 and
03, and the posterior probability that Y; is bigger than both Y, and
Ys.
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5.2

5.3

5.4

5.5

Exercises

Sensitivity analysis: Thirty-two students in a science classroom were
randomly assigned to one of two study methods, A and B, so that
na = ng = 16 students were assigned to each method. After several
weeks of study, students were examined on the course material with an
exam designed to give an average score of 75 with a standard deviation of
10. The scores for the two groups are summarized by {ga = 75.2, sp = 7.3}
and {gg = 77.5, sp = 8.1}. Consider independent, conjugate normal prior
distributions for each of #a and 6g, with pg = 75 and 0(2) = 100 for
both groups. For each (ko,10) € {(1,1),(2,2),(4,4),(8,8),(16,16),(32,32) }
(or more values), obtain Pr(fa < 6g |y, yg ) via Monte Carlo sampling.
Plot this probability as a function of (kg = vp). Describe how you might
use this plot to convey the evidence that 65 < 0g to people of a variety
of prior opinions.
Marginal distributions: Given observations Y7, ..., Yy ~ i.i.d. normal(, o2)
and using the conjugate prior distribution for # and o2, derive the formula
for p(@ly1,...,yn), the marginal posterior distribution of 6, conditional
on the data but marginal over o2. Check your work by comparing your
formula to a Monte Carlo estimate of the marginal distribution, using
some values of Y1,...,Yn, po, 03, 1o and kg that you choose. Also derive
p(6%|y1,...,yn), where 2 = 1/0? is the precision.
Jeffreys’ prior: For sampling models expressed in terms of a p-dimensional
vector v, Jeffreys’ prior (Exercise 3.11) is defined as p; (¢) o< /|1(%)],
where |I())| is the determinant of the p x p matrix I(t)) having entries
I(%)x1 = —E[0?log p(Y|th) /v Oth].
a) Show that Jeffreys’ prior for the normal model is p; (6, 02) o< (02)
b) Let y = (y1,...,yn) be the observed values of an i.i.d. sample from a
normal(f, 0?) population. Find a probability density pj (6, 0?|y) such
that py (0,0%|y) o py (0,02)p(y|d,c?). It may be convenient to write
this joint density as py (8|02, y) x py (0%|y). Can this joint density be
considered a posterior density?
Unit information prior: Obtain a unit information prior for the normal
model as follows:
a) Reparameterize the normal model as p(y|6, 1), where 1) = 1/02. Write
out the log likelihood (6, ¢¥|y) = > log p(yi|0,%) in terms of 6 and 1.
b) Find a probability density py (6, ) so that logpy (6,v) = 1(0,¢]y)/n
+ ¢, where ¢ is a constant that does not depend on 6 or . Hint: Write
2y —0)?as (yi —g+7—0)* = (4 —9)* +n(0—7)*, and recall
that log py (6, 1) = logpy (0¢) + log pu ().
¢) Find a probability density py (6, ¢|y) that is proportional to py (6, ) x
p(y1,--.,ynld, ). It may be convenient to write this joint density as
pu (01, y) x pu (¢]y). Can this joint density be considered a posterior
density?

—3/2
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Chapter 6

6.1 Poisson population comparisons: Let’s reconsider the number of children
data of Exercise 4.8. We'll assume Poisson sampling models for the two
groups as before, but now we’ll parameterize 0a and g as 05 =0, g =
0 x ~. In this parameterization, + represents the relative rate 6 /0a. Let
0 ~ gamma(a-,b ) and let v ~ gammal(ag, bs).

a) Are fa and 0z independent or dependent under this prior distribu-
tion? In what situations is such a joint prior distribution justified?

b) Obtain the form of the full conditional distribution of 8 given y,, yg
and 7.

¢) Obtain the form of the full conditional distribution of v given y, , yg
and 6.

d) Set a» =2 and b+ = 1. Let ag = bg € {8,16,32,64,128}. For each of
these five values, run a Gibbs sampler of at least 5,000 iterations and
obtain E[fg —0a |ya, yg |- Describe the effects of the prior distribution
for v on the results.

6.2 Mixture model: The file glucose.dat contains the plasma glucose con-
centration of 532 females from a study on diabetes (see Exercise 7.6).

a) Make a histogram or kernel density estimate of the data. Describe
how this empirical distribution deviates from the shape of a normal
distribution.

b) Consider the following mixture model for these data: For each study
participant there is an unobserved group membership variable Xj
which is equal to 1 or 2 with probability p and 1 — p. If Xj = 1
then i ~ normal(f,0?), and if X; = 2 then ¥ ~ normal(fz,03). Let
p ~ beta(a,b), 6 ~ normal(ug,73) and 1/0] ~ gamma(vy/2, vyod/2)
for both j =1 and j = 2. Obtain the full conditional distributions of
(X1,...,Xn), p, 01, 02, 03 and o3.

¢) Setting a = b = 1, ug = 120, 75 = 200, o3 = 1000 and vy = 10,
implement the Gibbs sampler for at least 10,000 iterations. Let

0(5) = min{ﬁgs),ﬁgs)} and Og; = max{ﬂgs),ﬁés)}. Compute and plot

(a
the autocorrelation functions of 08 and 98;, as well as their effective

sample sizes.

d) For each iteration s of the Gibbs sampler, sample a value x ~
binary(p®)), then sample Y(®) ~ normal(@xs),af(s)). Plot a his-
togram or kernel density estimate for the empirical distribution of

37(1), ..., Y®) and compare to the distribution in part a). Discuss
the adequacy of this two-component mixture model for the glucose
data.

6.3 Probit regression: A panel study followed 25 married couples over a pe-
riod of five years. One item of interest is the relationship between divorce
rates and the various characteristics of the couples. For example, the re-
searchers would like to model the probability of divorce as a function of
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age differential, recorded as the man’s age minus the woman’s age. The
data can be found in the file divorce.dat. We will model these data with
probit regression, in which a binary variable Y; is described in terms of
an explanatory variable zj via the following latent variable model:

Zi = P + €
Yi = 0(c,00)(Zi),
where § and ¢ are unknown coefficients, €1,...,en ~ i.i.d. normal(0, 1)

and d(¢c,o0)(2) = 1 if z > ¢ and equals zero otherwise.

a) Assuming 3 ~ normal(0, 75) obtain the full conditional distribution
p(/B|y’ m’ z’ C)'

b) Assuming ¢ ~ normal(0, 72), show that p(c|y, z, 2z, 8) is a constrained
normal density, i.e. proportional to a normal density but constrained
to lie in an interval. Similarly, show that p(zi|y,x, z_i,3,¢) is pro-
portional to a normal density but constrained to be either above ¢ or
below ¢, depending on ;.

c¢) Letting ’7'0% = 72 = 16 , implement a Gibbs sampling scheme that ap-
proximates the joint posterior distribution of Z, 8, and ¢ (a method
for sampling from constrained normal distributions is outlined in Sec-
tion 12.1.1). Run the Gibbs sampler long enough so that the effective
sample sizes of all unknown parameters are greater than 1,000 (includ-
ing the Z;’s). Compute the autocorrelation function of the parameters
and discuss the mixing of the Markov chain.

d) Obtain a 95% posterior confidence interval for 3, as well as Pr(5 >

Oly, ).

Chapter 7

7.1 Jeffreys’ prior: For the multivariate normal model, Jeffreys’ rule for gen-
erating a prior distribution on (8, ) gives p; (0, ) oc ||~ (P+2)/2,

a) Explain why the function p; cannot actually be a probability density
for (6, X).

b) Let p; (0, X|yy,- .., Yy ) be the probability density that is proportional
topy (0, X)xp(yq,...,Y,|0,%). Obtain the form of p; (8, Xy, ..., y,),
Y (0|E,y1, e '7yn) and Pba (Z|y17 ce 7yn>'

7.2 Unit information prior: Letting ¥ = ¥ ~1, show that a unit information
prior for (0,¥) is given by 8|¥ ~ multivariate normal(g, ¥ ') and ¥ ~
Wishart(p +1,S™1), where S = 3(y; — 7)(y; — )" /n. This can be done
by mimicking the procedure outlined in Exercise 5.6 as follows:

a) Reparameterize the multivariate normal model in terms of the pre-
cision matrix ¥ = X~!. Write out the resulting log likelihood,
and find a probability density py(0,%) = py (0|¥)py (¥) such that
logp(0,%) = 1(0,%|Y)/n + ¢, where ¢ does not depend on 8 or ¥.
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Hint: Write (y; — 6) as (y; — ¥+ ¥ — 6), and note that > af Baj can
be written as tr(AB), where A = Y aia] .
Let py (X)) be the inverse-Wishart density induced by py (¥). Obtain a

density pu (6, Xy, ..., yn) x pu(0|X)pu (Z)p(yy, - - -, yn |6, X). Can
this be interpreted as a posterior distribution for § and X7

7.3 Australian crab data: The files bluecrab.dat and orangecrab.dat con-
tain measurements of body depth (Y7) and rear width (Y2), in millimeters,
made on 50 male crabs from each of two species, blue and orange. We will
model these data using a bivariate normal distribution.

a)

For each of the two species, obtain posterior distributions of the pop-
ulation mean @ and covariance matrix X' as follows: Using the semi-
conjugate prior distributions for 8 and X, set p, equal to the sample
mean of the data, Ay and Sg equal to the sample covariance matrix
and vy = 4. Obtain 10,000 posterior samples of 8 and Y. Note that
this “prior” distribution loosely centers the parameters around empir-
ical estimates based on the observed data (and is very similar to the
unit information prior described in the previous exercise). It cannot
be considered as our true prior distribution, as it was derived from
the observed data. However, it can be roughly considered as the prior
distribution of someone with weak but unbiased information.

Plot values of 8 = (01, 65)" for each group and compare. Describe any
size differences between the two groups.

From each covariance matrix obtained from the Gibbs sampler, ob-
tain the corresponding correlation coefficient. From these values, plot
posterior densities of the correlations ppiue and porange for the two
groups. Evaluate differences between the two species by comparing
these posterior distributions. In particular, obtain an approximation
to Pr(pblue < Porange|Yblues Yorange)- What do the results suggest about
differences between the two populations?

7.4 Marriage data: The file agehw.dat contains data on the ages of 100 mar-
ried couples sampled from the U.S. population.

a)

b)

Before you look at the data, use your own knowledge to formulate a
semiconjugate prior distribution for 8 = (6, 6y )T and X, where 6y, 6
are mean husband and wife ages, and X' is the covariance matrix.
Generate a prior predictive dataset of size n = 100, by sampling (0, )
from your prior distribution and then simulating Y1,...,Y ~ i.i.d.
multivariate normal(@, X'). Generate several such datasets, make bi-
variate scatterplots for each dataset, and make sure they roughly rep-
resent your prior beliefs about what such a dataset would actually
look like. If your prior predictive datasets do not conform to your be-
liefs, go back to part a) and formulate a new prior. Report the prior
that you eventually decide upon, and provide scatterplots for at least
three prior predictive datasets.

Using your prior distribution and the 100 values in the dataset, ob-
tain an MCMC approximation to p(0, Xy, ..., Y1) Plot the joint
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posterior distribution of 6, and 6, and also the marginal posterior
density of the correlation between Y} and Yy, the ages of a husband
and wife. Obtain 95% posterior confidence intervals for 6y, 6, and the
correlation coefficient.
Obtain 95% posterior confidence intervals for 6y, 6y and the correla-
tion coefficient using the following prior distributions:

i. Jeffreys’ prior, described in Exercise 7.1;

ii. the unit information prior, described in Exercise 7.2;
iii. a “diffuse prior” with pug = 0, Ag = 10° x I, Sg = 1000 x I and

Vg = 3.

Compare the confidence intervals from d) to those obtained in c).
Discuss whether or not you think that your prior information is helpful
in estimating 6 and X, or if you think one of the alternatives in d)
is preferable. What about if the sample size were much smaller, say
n = 257

7.5 Imputation: The file interexp.dat contains data from an experiment that
was interrupted before all the data could be gathered. Of interest was the
difference in reaction times of experimental subjects when they were given
stimulus A versus stimulus B. Each subject is tested under one of the two
stimuli on their first day of participation in the study, and is tested under
the other stimulus at some later date. Unfortunately the experiment was
interrupted before it was finished, leaving the researchers with 26 subjects
with both A and B responses, 15 subjects with only A responses and 17
subjects with only B responses.

2)

Calculate empirical estimates of 0, 0g , p, 02, 04 from the data using
the commands mean , cor and var. Use all the A responses to get
0 and 62, and use all the B responses to get fg and 62 . Use only
the complete data cases to get p.

For each person 7 with only an A response, impute a B response as

Gig =08 + (yia —0a)py/62 /62,

For each person i with only a B response, impute an A response as

Gia =0a + (yis — 0 )ﬁm~

You now have two “observations” for each individual. Do a paired
sample t-test and obtain a 95% confidence interval for 65 — 6g .
Using either Jeffreys’ prior or a unit information prior distribution for
the parameters, implement a Gibbs sampler that approximates the
joint distribution of the parameters and the missing data. Compute
a posterior mean for 05 — 0z as well as a 95% posterior confidence
interval for 85 — 6g. Compare these results with the results from b)
and discuss.
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7.6 Diabetes data: A population of 532 women living near Phoenix, Ari-
zona were tested for diabetes. Other information was gathered from these
women at the time of testing, including number of pregnancies, glucose
level, blood pressure, skin fold thickness, body mass index, diabetes pedi-
gree and age. This information appears in the file azdiabetes.dat. Model
the joint distribution of these variables for the diabetics and non-diabetics
separately, using a multivariate normal distribution:

a) For both groups separately, use the following type of unit information
prior, where Yis the sample covariance matrix.

Lopg=19y, Ao =2}

ii. S()Zz\j7 140 :p+2:9 .
Generate at least 10,000 Monte Carlo samples for {0y,X4q} and
{0n, X}, the model parameters for diabetics and non-diabetics re-
spectively. For each of the seven variables j € {1,...,7}, compare the
marginal posterior distributions of f4j and 6, . Which variables seem
to differ between the two groups? Also obtain Pr(fg; > 6n; [Y) for
each j € {1,...,7}.

b) Obtain the posterior means of Xy and Xy, and plot the entries versus
each other. What are the main differences, if any?

Chapter 8
8.1 Components of variance: Consider the hierarchical model where
01,...,0m|p, 7 ~iid. normal(p, 72)
Yijs---1Yn, 6, 0% ~iid. normal(f;,0?).

For this problem, we will eventually compute the following:
Var[yi,i |9| > 02]7 Var[g',i ‘9| ’ 02]7 COV[yilvj s Yiaj |9J 702]
Varlyij [, 7], Var(g.j (s, 7], Covlyi, i, ¥isj 177

First, lets use our intuition to guess at the answers:

a) Which do you think is bigger, Var[yij |6i,0?%] or Var[yij |u,72]? To
guide your intuition, you can interpret the first as the variability of
the Y’s when sampling from a fixed group, and the second as the
variability in first sampling a group, then sampling a unit from within
the group.

b) Do you think Cov[yi, | ,¥i,j |6} ,0?] is negative, positive, or zero? An-
swer the same for Cov(yi,j,¥i,, |#, 7]. You may want to think about
what yi,; tells you about yi,;j if §; is known, and what it tells you
when 6; is unknown.

¢) Now compute each of the six quantities above and compare to your
answers in a) and b).

d) Now assume we have a prior p(u) for p. Using Bayes’ rule, show that

p(ﬂ|91,---79m70'2,7'2,y1,-~-7ym) :p(ulela"-79ma7—2)'
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Interpret in words what this means.

8.2 Sensitivity analysis: In this exercise we will revisit the study from Exercise
5.2, in which 32 students in a science classroom were randomly assigned
to one of two study methods, A and B, with na = ng = 16. After several
weeks of study, students were examined on the course material, and the
scores are summarized by {ga = 75.2,sp = 7.3}, {gs = 77.5, s, = 8.1}.
We will estimate 05 = p+ 0 and 0g = p — J using the two-sample model
and prior distributions of Section 8.1.

a) Let g ~ normal(75,100), 1/0% ~ gamma(1,100) and § ~ normal(dp, 7¢).
For each combination of 8y € {—4,—2,0,2,4} and 7 € {10, 50,100, 500},
obtain the posterior distribution of , § and ¢? and compute

i. Pr(6 < 0[Y);
ii. a 95% posterior confidence interval for ¢;
iii. the prior and posterior correlation of 85 and 6g .

b) Describe how you might use these results to convey evidence that
Oa < g to people of a variety of prior opinions.

8.3 Hierarchical modeling: The files schooll.dat through school8.dat give
weekly hours spent on homework for students sampled from eight different
schools. Obtain posterior distributions for the true means for the eight
different schools using a hierarchical normal model with the following
prior parameters:

po =77 =5 18 =10,m0 =2, of =151 =2.

a) Run a Gibbs sampling algorithm to approximate the posterior distri-
bution of {6, 02, i, 72}. Assess the convergence of the Markov chain,
and find the effective sample size for {o%, i, 72}. Run the chain long
enough so that the effective sample sizes are all above 1,000.

b) Compute posterior means and 95% confidence regions for {o?, u, 72}.
Also, compare the posterior densities to the prior densities, and discuss
what was learned from the data.

c¢) Plot the posterior density of R = % and compare it to a plot of the
prior density of R. Describe the evidence for between-school variation.

d) Obtain the posterior probability that 67 is smaller than g, as well as
the posterior probability that 67 is the smallest of all the ’s.

e) Plot the sample averages 1, . . ., Js against the posterior expectations
of 0y,...,0g, and describe the relationship. Also compute the sample
mean of all observations and compare it to the posterior mean of u.

Chapter 9

9.1 Extrapolation: The file swim.dat contains data on the amount of time,
in seconds, it takes each of four high school swimmers to swim 50 yards.
Each swimmer has six times, taken on a biweekly basis.
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a) Perform the following data analysis for each swimmer separately:

i. Fit alinear regression model of swimming time as the response and
week as the explanatory variable. To formulate your prior, use the
information that competitive times for this age group generally
range from 22 to 24 seconds.

ii. For each swimmer j, obtain a posterior predictive distribution
for Vj*, their time if they were to swim two weeks from the last
recorded time.

b) The coach of the team has to decide which of the four swimmers will
compete in a swimming meet in two weeks. Using your predictive dis-
tributions, compute Pr(¥;* = max{Y7",..., Y }|Y)) for each swimmer
J, and based on this make a recommendation to the coach.

Model selection: As described in Example 6 of Chapter 7, The file

azdiabetes.dat contains data on health-related variables of a popula-

tion of 532 women. In this exercise we will be modeling the conditional
distribution of glucose level (glu) as a linear combination of the other
variables, excluding the variable diabetes.

a) Fit a regression model using the g-prior with g = n, vy = 2 and 0% = 1.
Obtain posterior confidence intervals for all of the parameters.

b) Perform the model selection and averaging procedure described in Sec-
tion 9.3. Obtain Pr(f; # 0|y), as well as posterior confidence intervals
for all of the parameters. Compare to the results in part a).

Crime: The file crime.dat contains crime rates and data on 15 ex-

planatory variables for 47 U.S. states, in which both the crime rates

and the explanatory variables have been centered and scaled to have
variance 1. A description of the variables can be obtained by typing

library (MASS);?UScrime in R.

a) Fit a regression model y = X3+ € using the g-prior with g = n, vy = 2
and of = 1. Obtain marginal posterior means and 95% confidence
intervals for 3, and compare to the least squares estimates. Describe
the relationships between crime and the explanatory variables. Which
variables seem strongly predictive of crime rates?

b) Lets see how well regression models can predict crime rates based on
the X-variables. Randomly divide the crime roughly in half, into a
training set {y,,, X} and a test set {yq, Xte )

i. Using only the training set, obtain least squares regression coeffi-
cients BOIS. Obtain predicted values for the test data by computing
Yo = Xtc,é'ols. Plot y.;s versus vy, and compute the prediction
error i Z(yi, te — Qi, ols)2~

ii. Now obtain the posterior mean BBayeS = E[B|y,,] using the g-prior
described above and the training data only. Obtain predictions
for the test set Yp,pes = XteStBBayes‘ Plot versus the test data,
compute the prediction error, and compare to the OLS prediction
error. Explain the results.
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¢) Repeat the procedures in b) many times with different randomly gen-
erated test and training sets. Compute the average prediction error
for both the OLS and Bayesian methods.

Chapter 10

10.1 Reflecting random walks: It is often useful in MCMC to have a proposal
distribution which is both symmetric and has support only on a certain
region. For example, if we know 6 > 0, we would like our proposal distribu-
tion J(61]6p) to have support on positive 6 values. Consider the following
proposal algorithm:

e sample 0 ~ uniform(6y — 8,0y + §);

o if0<0,set ) =—0;

. iféz(),setf)l:é.

In other words, 6; = |§| Show that the above algorithm draws samples

from a symmetric proposal distribution which has support on positive

values of 6. It may be helpful to write out the associated proposal density

J(01]6p) under the two conditions 0y < ¢ and 6y > § separately.

10.2 Nesting success: Younger male sparrows may or may not nest during a
mating season, perhaps depending on their physical characteristics. Re-
searchers have recorded the nesting success of 43 young male sparrows
of the same age, as well as their wingspan, and the data appear in the
file msparrownest.dat. Let ¥ be the binary indicator that sparrow i
successfully nests, and let zj denote their wingspan. Our model for Yj is
logit Pr(Y; = 1la, 8,2i) = a + Bzj, where the logit function is given by
logit 6 =log[f/(1 — 0)].

a) Write out the joint sampling distribution [[;_, p(vi|a, 3, i) and sim-
plify as much as possible.

b) Formulate a prior probability distribution over « and 8 by consid-
ering the range of Pr(Y = 1lla, 8,2) as « ranges over 10 to 15, the
approximate range of the observed wingspans.

c¢) Implement a Metropolis algorithm that approximates p(«, 8|y, x).
Adjust the proposal distribution to achieve a reasonable acceptance
rate, and run the algorithm long enough so that the effective sample
size is at least 1,000 for each parameter.

d) Compare the posterior densities of @ and ( to their prior densities.

e) Using output from the Metropolis algorithm, come up with a way to
make a confidence band for the following function fu, (x) of wingspan:

e( + 9

Joo (@) = T

where « and 3 are the parameters in your sampling model. Make a
plot of such a band.
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10.3 Tomato plants: The file tplant.dat contains data on the heights of ten

10.4

10.5

tomato plants, grown under a variety of soil pH conditions. Each plant
was measured twice. During the first measurement, each plant’s height
was recorded and a reading of soil pH was taken. During the second mea-
surement only plant height was measured, although it is assumed that pH
levels did not vary much from measurement to measurement.

a) Using ordinary least squares, fit a linear regression to the data, mod-
eling plant height as a function of time (measurement period) and pH
level. Interpret your model parameters.

b) Perform model diagnostics. In particular, carefully analyze the residu-
als and comment on possible violations of assumptions. In particular,
assess (graphically or otherwise) whether or not the residuals within a
plant are independent. What parts of your ordinary linear regression
model do you think are sensitive to any violations of assumptions you
may have detected?

c¢) Hypothesize a new model for your data which allows for observations
within a plant to be correlated. Fit the model using a MCMC approx-
imation to the posterior distribution, and present diagnostics for your
approximation.

d) Discuss the results of your data analysis. In particular, discuss simi-
larities and differences between the ordinary linear regression and the
model fit with correlated responses. Are the conclusions different?

Gibbs sampling: Consider the general Gibbs sampler for a vector of pa-
rameters ¢. Suppose qb(s) is sampled from the target distribution p(¢)
and then ¢(S+1) is generated using the Gibbs sampler by iteratively up-
dating each component of the parameter vector. Show that the marginal
probability Pr(¢®™Y) € A) equals the target distribution Ja p(@) do.
Logistic regression variable selection: Consider a logistic regression model
for predicting diabetes as a function of 1 = number of pregnancies, xo =
blood pressure, x3 = body mass index, x4 = diabetes pedigree and x5 =
age. Using the data in azdiabetes.dat, center and scale each of the z-
variables by subtracting the sample average and dividing by the sample
standard deviation for each variable. Consider a logistic regression model
of the form Pr(Y; = 1|z, 3,2) = ¢ i /(1 + €' *) where

Oi = Bo + Bivixi, 1 + Bayai 2 + B3ysmi, 3 + BavaTi 4 + BsY5Ti,5-

In this model, each ~; is either 0 or 1, indicating whether or not variable
j is a predictor of diabetes. For example, if it were the case that v =
(1,1,0,0,0), then 6; = By + B1xi, 1 + B2xi, 2. Obtain posterior distributions
for B and ~, using independent prior distributions for the parameters,
such that 4, ~ binary(1/2), 8y ~ normal(0,16) and 5 ~ normal(0,4) for
each 7 > 0.
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a) Implement a Metropolis-Hastings algorithm for approximating the
posterior distribution of 8 and ~. Examine the sequences ﬂj(s) and

ﬁj(s) X yj(s) for each j and discuss the mixing of the chain.

b) Approximate the posterior probability of the top five most frequently
occurring values of «v. How good do you think the MCMC estimates
of these posterior probabilities are?

c¢) For each j, plot posterior densities and obtain posterior means for
B i - Also obtain Pr(vy = 1|z, y).

Chapter 11

11.1 Full conditionals: Derive formally the full conditional distributions of
6,%,0% and the 3;’s as given in Section 11.2.

11.2 Randomized block design: Researchers interested in identifying the opti-
mal planting density for a type of perennial grass performed the following
randomized experiment: Ten different plots of land were each divided into
eight subplots, and planting densities of 2, 4, 6 and 8 plants per square me-
ter were randomly assigned to the subplots, so that there are two subplots
at each density in each plot. At the end of the growing season the amount
of plant matter yield was recorded in metric tons per hectare. These data
appear in the file pdensity.dat. The researchers want to fit a model like
y = B + Pox + B3z + €, where y is yield and x is planting density, but
worry that since soil conditions vary across plots they should allow for
some across-plot heterogeneity in this relationship. To accommodate this
possibility we will analyze these data using the hierarchical linear model
described in Section 11.1.

a) Before we do a Bayesian analysis we will get some ad hoc estimates
of these parameters via least squares regression. Fit the model y =
B1+ Box+ 3124 € using OLS for each group, and make a plot showing
the heterogeneity of the least squares regression lines. From the least
squares coefficients find ad hoc estimates of @ and Y. Also obtain an
estimate of 02 by combining the information from the residuals across
the groups.

b) Now we will perform an analysis of the data using the following dis-
tributions as prior distributions:

2~ ~ Wishart(4, £71)

6 ~ multivariate normal(8, %)

0? ~ inverse — gamma(1, 5?)

where 9, Y, 62 are the estimates you obtained in a). Note that this
analysis is not combining prior information with information from
the data, as the“prior” distribution is based on the observed data.
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However, such an analysis can be roughly interpreted as the Bayesian
analysis of an individual who has weak but unbiased prior information.

c) Use a Gibbs sampler to approximate posterior expectations of 3 for
each group j, and plot the resulting regression lines. Compare to the
regression lines in a) above and describe why you see any differences
between the two sets of regression lines.

d) From your posterior samples, plot marginal posterior and prior densi-
ties of 8 and the elements of Y. Discuss the evidence that the slopes
or intercepts vary across groups.

e) Suppose we want to identify the planting density that maximizes av-
erage yield over a random sample of plots. Find the value x,,y of x
that maximizes expected yield, and provide a 95% posterior predic-
tive interval for the yield of a randomly sampled plot having planting
density Tmax-

Hierarchical variances:. The researchers in Exercise 11.2 are worried that

the plots are not just heterogeneous in their regression lines, but also

in their variances. In this exercise we will consider the same hierarchi-
cal model as above except that the sampling variability within a group
is given by ij ~ normal(f1; + Baj xij + 53 x,zj ,01-2), that is, the vari-
ances are allowed to differ across groups. As in Section 8.5, we will model

0?,...,02 ~ iid. inverse gamma(vy/2, 105 /2), with 03 ~ gamma(2, 2)

and p(vo) uniform on the integers {1,2,...,100}.

a) Obtain the full conditional distribution of o3.

b) Obtain the full conditional distribution of 012.

c¢) Obtain the full conditional distribution of 3;.

)

d és) 2

For two values v, and 1 of v, obtain the ratio p(vg|o8,0%,...,02)
divided by p(yés)|08, 0?,...,02), and simplify as much as possible.
e) Implement a Metropolis-Hastings algorithm for obtaining the joint
posterior distribution of all of the unknown parameters. Plot values
of 02 and v versus iteration number and describe the mixing of the
Markov chain in terms of these parameters.
f) Compare the prior and posterior distributions of vy. Comment on any
evidence there is that the variances differ across the groups.
Hierarchical logistic regression: The Washington Assessment of Student
Learning (WASL) is a standardized test given to students in the state of
Washington. Letting j index the counties within the state of Washington
and i index schools within counties, the file mathstandard.dat includes
data on the following variables:
yij = the indicator that more than half the 10th graders in school i, j
passed the WASL math exam;
xij = the percentage of teachers in school ¢,7 who have a masters
degree.
In this exercise we will construct an algorithm to approximate the pos-
terior distribution of the parameters in a generalized linear mixed-effects
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model for these data. The model is a mixed effects version of logistic

regression:
yij ~ binomial(e% /[1 4 €%9]), where vij = Boj + B i
B, .-, By ~ iid. multivariate normal (0, X)), where B; = (Bo; 51, )

a) The unknown parameters in the model include population-level pa-
rameters {0, X} and the group-level parameters {31,..., 8y, }. Draw
a diagram that describes the relationships between these parameters,
the data {yij ,zij ,i=1...,nj,5 =1,...,m}, and prior distributions.

b) Before we do a Bayesian analysis, we will get some ad hoc estimates
of these parameters via maximum likelihood: Fit a separate logistic
regression model for each group, possibly using the glm command
in R via beta.j] <— glm(y.j”X.j,family=binomial)$coef . Explain any
problems you have with obtaining estimates for each county. Plot
exp{foj + BAL]- x}/(1+ exp{BO,j + ,(;’1,]- x}) as a function of z for each
county and describe what you see. Using maximum likelihood esti-
mates only from those counties with 10 or more schools, obtain ad
hoc estimates 8 and X of @ and ¥. Note that these estimates may not
be representative of patterns from schools with small sample sizes.

¢) Formulate a unit information prior distribution for 8 and X based on
the observed data. Specifically, let 6 ~ multivariate normal(8, &) and
let X1 ~ Wishart(4, X~1). Use a Metropolis-Hastings algorithm to
approximate the joint posterior distribution of all parameters.

d) Make plots of the samples of 8 and X' (5 parameters) versus MCMC
iteration number. Make sure you run the chain long enough so that
your MCMC samples are likely to be a reasonable approximation to
the posterior distribution.

e) Obtain posterior expectations of 3; for each group j, plot E[fy; [y] +
E[61 lylz as a function of x for each county, compare to the plot in
b) and describe why you see any differences between the two sets of
regression lines.

f) From your posterior samples, plot marginal posterior and prior den-
sities of 8 and the elements of Y. Include your ad hoc estimates from
b) in the plots. Discuss the evidence that the slopes or intercepts vary
across groups.

11.5 Disease rates: The number of occurrences of a rare, nongenetic birth defect
in a five-year period for six neighboring counties is y = (1,3,2,12,1,1).
The counties have populations of & = (33, 14,27,90,12,17), given in thou-
sands. The second county has higher rates of toxic chemicals (PCBs)
present in soil samples, and it is of interest to know if this town has a
high disease rate as well. We will use the following hierarchical model to
analyze these data:
o Yi|6i,xi ~ Poisson(;z;);
e 01,...,05|a,b ~ gamma(a,b);
e a~ gamma(l,1) ; b ~ gamma(10,1).
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a) Describe in words what the various components of the hierarchical
model represent in terms of observed and expected disease rates.

b) Identify the form of the conditional distribution of p(64,...,0la, b, x,
y), and from this identify the full conditional distribution of the rate
for each county p(6;|0_i,a,b,x,y).

¢) Write out the ratio of the posterior densities comparing a set of pro-
posal values (a*,b*,0) to values (a,b,0). Note the value of 0, the
vector of county-specific rates, is unchanged.

d) Construct a Metropolis-Hastings algorithm which generates samples
of (a, b, 0) from the posterior. Do this by iterating the following steps:

1. Given a current value (a,b,0), generate a proposal (a*,b*,0) by
sampling a* and b* from a symmetric proposal distribution cen-
tered around a and b, but making sure all proposals are posi-
tive (see Exercise 10.1). Accept the proposal with the appropriate
probability.

2. Sample new values of the 6;’s from their full conditional distribu-
tions.

Perform diagnostic tests on your chain and modify if necessary.

e) Make posterior inference on the infection rates using the samples from
the Markov chain. In particular,

i. Compute marginal posterior distributions of 64, ...,0s and com-
pare them to y1/x1,...ys/Ts.

ii. Examine the posterior distribution of a/b, and compare it to the
corresponding prior distribution as well as to the average of y; /z;
across the six counties.

iii. Plot samples of f» versus 6 for each j # 2, and draw a 45 de-
gree line on the plot as well. Also estimate Pr(fy > 6;|x,y) for
each j and Pr(f2 = max{6,...,06}|x,y). Interpret the results
of these calculations, and compare them to the conclusions one
might obtain if they just examined y; /x; for each county j.

Chapter 12

12.1 Rank regression: The 1996 General Social Survey gathered a wide vari-
ety of information on the adult U.S. population, including each survey
respondent’s sex, their self-reported frequency of religious prayer (on a
six-level ordinal scale), and the number of items correct out of 10 on a
short vocabulary test. These data appear in the file prayer.dat. Using
the rank regression procedure described in Section 12.1.2, estimate the
parameters in a regression model for Y¥j= prayer as a function of zj 1 =
sex of respondent (0-1 indicator of being female) and z; 2 = vocabulary
score, as well as their interaction xj 3 = zi 1 X zj 2. Compare marginal
prior distributions of the three regression parameters to their posterior
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distributions, and comment on the evidence that the relationship between
prayer and score differs across the sexes.
Copula modeling: The file azdiabetes_alldata.dat contains data on
eight variables for 632 women in a study on diabetes (see Exercise 7.6
for a description of the variables). Data on subjects labeled 201-300 have
missing values for some variables, mostly for the skin fold thickness mea-
surement.

a) Using only the data from subjects 1-200, implement the Gaussian
copula model for the eight variables in this dataset. Obtain posterior
means and 95% posterior confidence intervals for all (g) = 28 param-
eters.

b) Now use the data from subjects 1-300, thus including data from sub-
jects who are missing some variables. Implement the Gaussian copula
model and obtain posterior means and 95% posterior confidence in-
tervals for all parameters. How do the results differ from those in a)?

Constrained normal: Let p(z) o< dnorm(z, 0,0) X d(ap)(2), the normal den-

sity constrained to the interval (a,b). Prove that the inverse-cdf method

outlined in Section 12.1.1 generates a sample from this distribution.

Categorical data and the Dirichlet distribution: Consider again the data

on the number of children of men in their 30s from Exercise 4.8. These

data could be considered as categorical data, as each sample Y lies in the
discrete set {1,...,8} (8 here actually denotes “8 or more” children). Let
0n = (0a1,-.-,0a 8) be the proportion in each of the eight categories
from the population of men with bachelor’s degrees, and let the vector Og
be defined similarly for the population of men without bachelor’s degrees.

a) Write in a compact form the conditional probability given 85 of ob-
serving a particular sequence {ya 1,...,Yan,} for a random sample
from the A population.

b) Identify the sufficient statistic. Show that the Dirichlet family of dis-
tributions, with densities of the form p(@|a) oc 637" x --- 035! are
a conjugate class of prior distributions for this sampling model.

c¢) The function rdir() below samples from the Dirichlet distribution:

rdir<—function (nsamp=1,a) # a is a vector

{
Z<—matrix ( rgamma(length (a)*nsamp,a,1l),
nsamp, length (a) ,byrow=T)
Z/apply (Z,1 ,sum)

}

Using this function, generate 5,000 or more samples of 85 and g from
their posterior distributions. Using a Monte Carlo approximation, ob-
tain and plot the posterior distributions of E[Ya |6a] and E[Yg |08 ],
as well as of Ya and Y.



Exercises 251

d) Compare the results above to those in Exercise 4.8. Perform the good-
ness of fit test from that exercise on this model, and compare to the
fit of the Poisson model.



